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Mark Nelson, a former relief-worker, investment banker, and social entrepreneur, 

founded and is co-director of the Stanford Peace Innovation Lab, where he combines 

cooperative design thinking with persuasive technology and behavior design in order to 

develop a novel, quantitative approach to improve peace. 

Here is Mark: 

Q: What is cooperative design thinking and how does it work? 

As far as design is concerned, the problem is that it tends to be competitive instead of 

collaborative, and the result is that it does not scale well. The way we currently do 

design thinking is that you typically have five or six teams of students or people in a 

startup, each with their own project.  

The traditional design process consists in this. The different teams of startups work on 

different topics for ten weeks or so, and they are intensely supported and resourced by 

investors or incubators or mentors. However, there is only going to be one or two 

successful teams. Most of them will fail. I call it “the treasure hunt model”. The 

investors or incubators try and diversify the risks. What is significant is the fact that 

they are not even operating in the same industry. At the end of those ten weeks, they 

have demo dates. Funders come in and the teams pitch to the funders. Some are going 

to get funded, and many of them are not.    

I call it the “treasure hunt model” because it is this kind of approach: we are going to 

build an outpost on the frontier of the unknown, and we are going to send, for 

example, ten different teams to go and explore the desert. Each team has their own 

theory of where the oasis is, and we know, statistically in advance, that nine of those 

teams are going to die somewhere in the desert and we’ll never hear from them again. 

But we also know that, statistically, one of those teams (we do not know which one) 

is going to discover the oasis. And when they discover this oasis, they can capture the 



oasis, after which they can come and charge rent from everybody else coming into the 

desert.  

   The challenge is this: 90% of the valuable knowledge that we gain from this 

approach is about what does not work. However, in most places of the world this 

knowledge is not recycled: it is mostly lost. They do not have an approach that 

systematically collects and recycles the knowledge about what does not work. Silicon 

Valley is an exception: we are better than most at recycling the knowledge of what 

does not work. But it is an informal process right now. Let’s say one startup dies. 

Many of the people in that startup are probably going to be hired by some other 

startup; which means that they are going to be trying to do something in the same 

general industry in which they already have experience. They will have the chance to 

say: “Do not do that, because we tried that in our last startup and it didn’t work”. Or 

say: “Everybody thinks that’s the area where the hard problems are, but the fact is we 

tried to do that in the last startup and it turned out to be super easy”.  

  It takes a year or two for that knowledge to get recycled in Silicon Valley. But, in 

many other innovation ecosystems, it does not get recycled at all. Once that startup 

fails, those people are tarnished for life as failures. They have to do something 

completely different. A failure leaves a permanent mark on your record against you in 

many places; whereas here in Silicon Valley you have many venture capitalists who 

will not even fund you unless you have had one failure! What we noticed is that 90% 

of the knowledge is about what does not work. So, how can we systematically harvest 

that 90%? 

   By contrast, what we do with cooperative design thinking is this: we get 6 or 7 

teams of people focused on the same problem, in exactly the same industry, and doing 

exactly the same process, and we challenge them to try and discover the territory (if 

we use the same metaphor). Typically, we are focused on an opportunity and not on a 

problem, at least initially. We usually set up six teams of three: nine people from 

group A, and nine people from group B. 18 people in all. We divide those 18 people 

so that we have groups of three, and, again metaphorically, we line them up on the 

frontier, one kilometer apart, and we tell them “Your job is not to find the oasis, this 

is not a treasure hunt: your job is to map the desert”. This way we set in place a very 

systematic effort, with each team going one kilometer into the desert, and delivering a 

prototype, a user interface or user experience prototype, to their communities.  

And they arrive at that prototype design in exactly the same way. So each team is 

doing the six-step process in our “peace-technology design laboratory”. They are all 



going through that process in the same way. They ship a prototype based on the 

results of that process; they document what kind of response they get from the 

community; and then they move on to repeat it.  

In this sense, they are going one kilometer north into the desert, i.e. in the design 

space, and conducting a probe. Each team is conducting the same probe. Then each 

team reports back to the other teams. And they keep repeating the process until they 

mapped the whole desert. Usually, a probe yields nothing, but don’t worry: keep 

moving on, and do it again one kilometer later, until you find something. The 

important thing is that at the end of each design probe they report back to each other, 

telling each other what they discovered. Unlike those who want to make sure they 

discover the oasis, and that noone else discovers it, these teams, our guys, are sharing 

what they learn at every step. In our case, each team is a laboratory in a different city. 

  Our hypothesis is that eventually, when we do this process with many different labs 

in different cities working in parallel, we will obtain a really good map of the desert. 

We will have a really good map of the design space. And that map of the design space, 

in the long run, will be the most valuable commodity. 

  Another problem with traditional design thinking is that they treat humans a little 

bit like laboratory rats. They think they know what the problem is, they conduct 

experiments and they think they can solve it. “I’m going to come in and tell you what 

you need and I’m going to solve your problem”. The result is terrible. The people on 

the ground, in the community, who know their own situation much better, are not 

even consulted, other than to answer the question：”Do you like my design or not?” 

And, even when they are consulted, they are not engaged in the design process from a 

position of an agency of power. They are engaged purely to approve or disapprove the 

design. We used to call this “colonial invasion”. It smacks of a different kind of 

imperialism.  

   We think that design can be done much better. To give you an example, we go 

into a village in India and say: “Hi, I know nothing about your community, but I 

know how to do a process of ethnography, and I can teach you how to do it, so that 

you can tell me what are the needs of your community, what are the resources of your 

community, what are the strengths of your community”. At the end, what we achieve  

is that local people carry out an ethnography of themselves. This approach engages 

people much more directly in the design process itself. Our hypothesis is that it yields 

better design outputs, which are more localized, more finely tuned, and that help us 

get to the actual needs, to the actual strengths and opportunities of the community, 

much faster and in ways that an outsider would never discover.  



Q: Why 18 people and why 3 people per team? 

The passion for the number three comes from a bunch of research showing that 

probably 3 is the optimal team size. The other thing we like about it is that, on any 

given team, you have two people from group A and one person from group B, or the 

other way around. At the end of each probe, we switch the teams.  

   So our objective is to have that group of 18 people working with each other. Our 

guess is that the best innovation is not going to be in the heads of those 18 people. It 

is going to be somewhere in the interaction between two or more people. And so we 

are trying to make sure that each of those 18 people has a chance to work with 

everybody else. It is like rotating through everybody in different combinations. 

   If we have less than 15, we can make do with 12. But for us what is key is the 

cross-learning that happens between these people conduct their experiments. 

Basically, every time that they carry out a social probe they develop a prototype, and 

they’re delivering these prototypes out to the community. We find that the results they 

get back  from the community at large is really informative. This process slows down 

significantly when there are more than 21 people. 

 

Q: Do you choose them randomly? 

   No, we have a list of criteria. Our data indicates that the best candidates are those 

who are well-connected and well-known in their communities; those who can quickly 

reach out to different people. We have noticed that the people who generally have the 

best idea of what are the strengths and the opportunities of a community, and of what 

are the weaknesses and the threats of that community, are the local nurse, the teacher, 

the cop, the postal workers, etc. It is these people that we consult on a regular basis. 

So, initially, we are trying to build a base of these highly trusted leaders, who act as 

alpha users and beta users, to quickly test and validate prototypes. 

   This is why participatory action constitutes a framework that is so important for us. 

What we are doing and saying is that we are not coming and doing research on you. 

We shun the way we were taught in product design, the way so many firms design 

their digital products. They are continually running products on us, the users. We are 

saying instead: we are going to teach you how to do these kinds of experiments on 

yourselves. So you will always have agency, you’ll always have control on yourselves 



and on each other, secure in the knowledge that you are doing it to each other. One of 

the slogans in our lab is: “We are our own lab rats”.  

Q: So can you give us examples of cooperative design thinking? 

I would first distinguish and say that I am not sure this qualifies as design thinking 

anymore. I think what you really mean is: can we give an example of an outcome of 

this cooperative process. 

   I think we can see one example in science. I was asking myself: “What are the 

global endeavors in which we cooperate and what are the ones in which we are less 

cooperative”? Religion tends to be more competitive, but the science itself, the 

process of doing science itself, seems to be more collaborative. Yes, there is 

competition for citations published first and all these things that advance a scientist’s 

career, but scientists cooperate beyond religious boundaries, across national 

boundaries, across ethnic boundaries, across linguistic boundaries, and across cultural 

boundaries, all the time. And many of the scientists whom I met personally tested 

collaboration with somebody who is different from them; different culturally, 

ethnically, linguistically. So, in some respect, I would say that science may be one of 

my favorite examples of cooperative or collaborative design practice. 

Q: How do you exactly apply this kind of design process to peace 

innovation?  

                         Peace Design Loop 



 

  We developed a six-step design process called “Peace Design Loop”. This is the 

same process designed for all the PIL city labs all over the world. What we aim to do 

is to have the equivalent of a holding company, so that the lab holds a stake in the 

company, and all the other 18 of them also hold a stake in the company. All of the 

prototypes that come out of this process belong to both the holding company and the 

teams. If you discover something, it belongs to everybody, to all of the labs. 

  So in the morning we have six teams doing six stints for a total of 36 prototypes. 

We then pick the best ones and ask these teams to develop some back end so that their 

prototypes can be available for the community to play with. In the afternoon we run 

through another 36 processes, so another 36 prototypes come into play. In the last 

session we ask which actor is getting the most feedback, the most engagement in the 

community. We continue this process for ten weeks. 

   The best prototypes are handed over to the business development team, which 

hands them out to our corporate licensing team, which issues licenses. This is not only 

revenue-sustainable but also scalable. At the end of ten weeks, we do a review, and 

optimize the process itself. We determine what we have learnt about this process itself, 

and how we can improve it. And then we invite our participants to gather together and 

think about how to improve the process. Part of the challenge is how to improve the 

process without breaking the model. 


